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Method & Data

Pasval VOC 2012: images with segmentations for 20
different objects. We sample different number of
randomly chosen pixels per class (uniform or three
‘fat’, spread-out blops) to train the neural network
using the RGB loss and the cross-entropy of the
predicted label at these sampled points.

Our Method: Architecture as in [2] with different final
number of output dimensions to predict the presence
of a certain class at any pixel: Deep Image Prior for
Image Segmentation (DIPSEG).

Comparison [1]: Unsupervised object segmentation
extraction algorithm based on Markov random
fields.
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Introduction

The paper [2] shows how a convolutional neural
network itself is a strong prior model on natural
images and that it can be used for image denoising
and inpainting.

We extend this work to find out how much the
architecture naturally’ captures for the task of
image segmentation. This can be either seen as
inpainting for segmentation labels or, given a
different test image, as one-shot learning.

Here we show work-in-progress where we give the
network only a sparse, input of the labels on which
the loss will be computed and give the full-RGB image
(see Fig. 1). We compare our results with the
unsupervised GrabCut algorithm [1].
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Conclusion and next steps

1. Feasibility and superior performance of the DIPSEG method compared to GrabCut

2. Good segmentation performance with relatively few input pixels that can be uniformly

sampled or fat’

3. Fat blops allow the method to be used for quickly generating segmentation maps

from rough, human drawing, e.g. from Amazon M
Next steps:

echanical Turk

Explore space of different architectures and data augmentation, use bounding boxes

[1] Rother, C., Kolmogorov, V., and Blake, A. "GrabCut". ACM Transactions on Graphics 23, 3 (2004), 309.
[2] Ulyanoy, D., Vedaldi, A., and Lempitsky, V. Deep Image Prior. CVPR 2017.
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